
Coherence as joint activity 

Motivation 

Coherence, i.e. the conceptual interconnectedness of discourse units, is a substantial prerequisite for 
discourse interpretation. Amongst others, a discourse with coherence gaps would not guarantee the 
successful resolution of anaphora, and it might trigger wrong or unintentional implicatures. Following 
Rhetorical Structure Theory (RST, Mann & Thompson, 1988), a discourse is coherent if rhetorical 
relations (RRs) hold between the messages expressed by the clauses or larger discourse units.  
RST provides descriptions of several rhetorical relations. In this model, speaker intentions and the 
effects of RRs for interpretation are outlined, but RST does not offer any formal representation of 
rhetorical relations. Hence, RST delivers outlines of the joint activities of the interlocutors when 
establishing a rhetorical relation, but this model is lacking a precise semantics. In contrast to RST, the 
majority of formal approaches to discourse interpretation that take into account the effects of rhetorical 
relations, ignore the fundamental insight that establishing rhetorical relations in discourses, especially in 
dialogues, should be considered as a joint activity of the interlocutors (see, e.g., Brennan et al. 2010).  
In our talk, we will present a game-theoretic approach to the establishment of rhetorical relations in 
discourses that views coherence as a joint activity of the interlocutors. Establishing rhetorical relations 
in a discourse concerns meaning and form: rhetorical relations result in a tree structure for the expressed 
content, and these rhetorical relations may be signaled by corresponding discourse markers or 
connectives, or they are left implicit. Hence, the speaker has to decide which rhetorical relation to use 
and whether to express the chosen relation by a corresponding linguistic expression, and the listener 
must infer the corresponding relation from the speaker’s utterance.  
It is well known that often different RR’s may hold between two messages, depending on the respective 
speaker intentions and cognitive attributes of the listener (this is the main reason why corpus 
annotations of RRs result in a rather low inter annotator agreement; cf. Artstein & Poesio, 2008). For 
example, both JUSTIFY and MOTIVATION may hold between the sentences in: I will take the ICE train. It 
will get me to Berlin. Hence, the speaker chooses a relation for some intentional reasons, but the listener 
cannot feel confident that he inferred the right relation, although the probability increases with the 
speaker’s use of a specific discourse marker.  

Outline of the model 

Our model starts at the message level. We assume that the speaker has simple propositions at his 
disposal that must be linked by presentational relations and/or subject matter relations (Mann & 
Thompson, 1988)) in order to achieve a complex, coherent message at discourse level. The speaker’s 
decision which relation to use does not only depend on his intention, but on the inferential capabilities 
of the listener as well. A subject matter relation as, e.g., ELABORATION, or a presentational relation – for 
example, CONCESSION – should only be used if the listener is able to infer that these  relations hold, 
because these RRs trigger inferences for their exhaustive interpretation.  In other words, the listener is 
faced with an abductive problem; he tries to find an explanation why the rhetorical relation might be 
relevant w.r.t. the communicative goal.  
Our algorithm for the establishment of rhetorical relations uses a normal form game ((S, L), (AS, AL), 
(US, UL)) which is iteratively played, with each iteration effectively establishing a single rhetorical 
relation over a subset of messages taken from a message pool. The game is defined for two agents, the 
speaker S and a listener L. During a single iteration, the algorithm considers different alternative actions 
AS, where each action corresponds to one rhetorical relation which might possibly be applied to a set of 
component messages taken from the repository. The set of possible rhetorical relations to be established 
is constrained by the prerequisites on component messages defined for the different relations. AL 
consists of possible hypotheses an addressee might assume, in order to explain why some composite 
message might be relevant to him. Finally, the utility functions US and UL determine the felicity of the 
resulting combination of generated composite message and underlying assumptions. 



The definitions of the utility functions draw on three basic notions which model the ‘cognitive burden’ 
in establishing the resulting document structure:  
1. A function match(h, ψ) measures how coherently some hypothetical interest h integrates with a 
partial or complete discourse structure ψ: 
 
match h,	ψ 	: 		γ1	x	∑ | 	| 	 ∊ 	 	 |: 	→ 	 	
	 	 ‐γ2	x	∑ | 	| 	 ∊ 	 	 |: 	→ 	 	
 
I.e., we count the number of messages related to some hypothetical interest h, increasing an initial score 
of zero for each expected message, and decreasing it for every counter-indicated message. This 
approach might be considered as a lean version of weighted abduction (Ovchinnikova et al. (2011)): To 
determine the compatibility between a document plan and a hypothesis, we first assume that the 
hypothesis h is true and subsequently test if the discourse structure under consideration is relevant by 
counting messages related to the interests of S and L, modeled by h. The parameters γ1,2 allow us to 
assign different weights to expected vs. deprecated messages.  
2. A metric complexity ψ  indicates the structural complexity of a (partial or complete) text structure 
by simply counting the number of message nodes contained in it. 
3. A function cost h  gives the assumption cost of some hypothetical interest h according to L. The 
higher the cost, the less likely we are to assume that the interest represented by h does apply to L. Given 
these notions, we define the utility functions as follows: 
 

UL m,	h 	: 	α1	x	match h,m 	–	a2	x	cost h 			and  US m,h 	:	 	 	 	 , 	∪

	 	
	

 
Both agents, S and L, prefer discourses which are coherent with regard to L’s inferential capabilities, 
but S also seeks to generate structurally plain documents. Both functions are parameterized in order to 
control the impact of each contributing factor (α1,2; β1,2). In our current simulations we work with a 
fixed value of 10.0 for γ1,2, but we use different values for α1,2 and β1,2. 
Given these utility functions, we achieve different coherent discourse structures for different speaker 
and listener types (for example, domain experts vs. novices), represented by different values for α1,2 and 
β1,2. 
Given this approach, integrating the speaker’s decision to leave an RR implicit or to use discourse 
markers or conjunctions in order to signal the corresponding relation is straightforward. The use of 
linguistic means to express an RR increases the burden of S, modeled by a slightly higher value for β2, 
but facilitates L’s search for the most relevant relation. 
We performed a questionnaire-based evaluation of our approach by asking subjects to read texts 
generated by a generation system that turns our formal approach into a running system, and to judge the 
comprehensibility of these texts depending on different criteria. The overall ratings seem encouraging, 
since all generated texts are rated as acceptable, and the average rating of all criteria regarding all texts 
is at least 3.0 on given scales from 1.0 to 5.0.  
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